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ABSTRACT 

The increasing diversity of textual documents in digital format 

increases the complexity of the tasks of management and 

information retrieval. This difficulty is often caused by 

insufficiency of descriptive structured content of the documents, 

often called metadata. Quite common, it is necessary to read most 

of the documents to answer fundamental questions like: "What is 

the subject or the subject of the document?", "Who wrote this 

document?", "When and where was it published?", "Which 

documents are referenced?". Therefore there are currently many 

efforts to keep updated bibliographic information in repositories 

and databases that represent fields, institutions, organizations or 

just individuals. There has also seen a proliferation of 

bibliographic search engines that are designed to facilitate access 

to a collection of references. 

 This is the motivation of this dissertation project, which aims to 

propose and evaluate techniques to enrich automatically the 

metadata associated with documents. To this end, we intend to use 

techniques of information extraction to automatically recognize in 

the text entities, such as bibliographic references, names of 

persons or organizations, temporal references, etc. The main 

difficulties of this task come from the fact that most of the 

documents are written in natural language, where the information 

we are looking for is not structured. 

 

General Terms 

H.3.1 [Information Storage and Retrieval]: Content Analysis 

and Indexing - Linguistic processing; H.3.3 [Information 

Storage and Retrieval]: Information Search and Retrieval; 
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1. Introduction  
The quantity of information stored digitally has been growing 

exponentially and with the forthcoming of the World Wide Web 

(WWW) we are faced with a new way to spread this digitally 

stored information. Because of that, the necessity to create new 

mechanisms and policies of information management has become 

an issue.  

The appearance of search engines offered a valuable help 

gathering and organizing information. In nowadays, a significant 

part of the population shows a great deal of dependence for these 

kinds of tools. When talking about scientific research, these tools 

are regarded as essential, not only because of the fast access to 

resources, but also due to the possibility of spreading the results of 

scientific researches quickly, promoting information sharing on a 

global scale. 

When looking for specific information, the results presented are 

tightly related to the quality of the information extraction 

component, since this component is responsible for the 

identification, extraction and structuring of relevant information in 

one or more documents. But, given that a great part of these 

documents are presented in natural language, which makes its 

processing complex, the extraction process does not serve only to 

enrich the information, it becomes necessary build some structure 

around them. 

This field of study, information extraction (IE), is a recent 

research subject where the majority of the breakthroughs have its 

source on the academic world. Typically it uses specific patterns 

or rules of the knowledge domain or instead it uses machine 

learning techniques that automate the process. These facts are our 

primary source of motivation for the work here presented. 

 

1.1 Problem Statement 
Named entities recognition is a classic issue in the field of 

information extraction. This problem regards to the difficulty in 

finding the name of entities in a non-structured text, such as 

person’s names, geographic localizations, time references, and 

others. Therefore, on an initial phase, the definition of which 

information we want to extract gains a great importance. The 

work here presented pretends to expose the study of two groups of 

informational entities that can be distinguished by its granularity. 

The groups aforementioned will be informally called as simple 

entities and complex entities. 

First, we intend to extract simple bibliographic entities. In this 

group we put all entities that are commonly used to describe a 

bibliographic reference; some examples are author’s names, 

book’s tittles, publisher’s addresses, organizations, schools and 

others. 

Afterwards, we intend to recognize more complex entities, such as 

bibliographic references. These references are built from a set of 

descriptive elements that allow the identification of a complete 

text or a specific portion of it. The references may refer to all sorts 

of documents, such as books, articles, transcripts, magazines, 

reports, handbooks or some portion of them. 

The bibliographic references are most of the time presented with 

different styles, switching the order or representation of the 

different descriptive elements of the domain. There are some 

styles that decided to present first the title followed by the name 

of the authors, others prefer to present them by the inverse order. 

Some elements can even be abbreviated or reformatted; a 
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common example is the abbreviation of author’s first name. 

Finally, some of them can even be omitted. 

The extraction of bibliographic references is a task that involves a 

great deal of challenges that we need to keep in mind. Some of 

these are the different field delimiters used or the information 

field’s order. Some attributes may not event appear in some 

references, since the format used may vary between documents 

 

1.2 Objectives 
The objective proposed for this work is the creation of a system 

that allows the enrichment descriptive content of the documents. 

To achieve this objective we defined a set of goals. In a first 

phase, the prototype must be built with the capacity to extract 

entities that represent relevant information for document 

characterization. When analyzing a non-structured document, the 

entities should be identified and classified accordingly to a pre-

defined set of categories. The information should then be 

organized and structured accordingly to a uniform metadata 

schema. One important goal of this project is to offer a solution to 

the problem of finding and resolving bibliographic references. 

On the other hand, we want to explore some of the existing 

platforms that aide to the building of a solution for the identified 

problem. The initial motivation was the utilization of the GATE 

platform. We wanted to understand the limitations and to which 

extent it can be improved to help on the resolution of the problem 

we have in hands. Despite this goal, we did not exclude the 

possibility of altering the approach method that we select during 

the course of the research work, an alternative was a hybrid 

solution. 

Regarding the extracted information, it is expectable that it will be 

given a structure and afterwards stored on a knowledge database. 

The main goal here is to enrich this database with the data being 

analyzed, enabling future accesses to the gathered information. 

 

1.3 Overview of this document  
This paper is structured as follows. In Section 2 presents some 

relevant concepts on Information Extraction and Web Data 

Extraction that will serve as background to the problem we 

discuss. Later, in Section 3 presents the solution we propose to 

address the problem described above. The evaluation of this 

solution appears in section 4 where we show and discuss the 

results. Finally, the section 5 presents the final considerations. 

 

2. Concepts and Related Work 
In this section we make a brief description of some of the 

concepts that are relevant for this work. We will provide some 

contextualization to the reader. We will start presenting the 

subject of Information Extraction, where we introduce it’s typical 

tasks and major approaches. Afterwards we will discuss Web Data 

Extraction. 

 

2.1 Information Extraction 
In the late 80’s, with the beginning of MUC conferences, we see 

the surging of the first great wave of research on this field [2]. The 

primary tasks of these conferences were focused on a set of 

templates, each one having a set of fields previously defined that 

would be filled with relevant kinds of events for a specific 

domain. In 1999, Riloff and Lorenzen considered that the 

Information Extraction systems should include specific 

information regarding specific domains [3]. 

This initial definition has evolved with the years, and today 

Information Extraction is view as the process that identifies, 

classifies and structures specific information, found in data 

sources that are not structured (for example, natural language 

text), into classes. 

For the immediate future, the goal is to build an information 

extraction technology that enables the creation of systems with 

performances similar to humans. We still have a long way to go, 

nevertheless, even the more modest systems already present 

positive results, offering the ability to extract information and, on 

a later stage, classifying it manually. These systems can also be 

useful in cases where the amount of documents is large and the 

time available for processing them is short [4]. 

The texts or documents, on which we do the information 

extraction, may or may not present some level of structuring in 

data presentation. This fact has a great influence on the selection 

of techniques use in the construction of the information extraction 

system. On the information extraction field, the texts may be 

classified in three different ways, structured, semi-structured or 

non-structured. A structured text presents format consistency in 

data presentation, enabling information extraction using rules 

based on delimiters and/or terms occurrences. Semi-structured 

present some degree of consistency, some data may be presented 

in a structured way, while others do not. Non-structured texts do 

not reveal regularity regarding the data presentation, making more 

difficult the information extraction job. It is usually used Natural 

Language Processing (NPL) techniques since they offer the 

capacity do deal with the lack of structure that we can find in 

natural language texts [2]. 

 

2.2 Named Entity Recognition 
Entities are typically nominal phrases which comprise a reduced 

set, or even only one, word of the text. The named entities (NE), 

such as person’s names, places, organizations, among others, are 

the most popular form of entities. The recognition of named 

entities was considered, for several years, as part of the generic 

task of information extraction. In 1995, in MUC-6, the recognition 

task called named entities was added to these conferences with the 

purpose of evaluate this task independently. The task was 

subdivided into three separate tasks: ENAMEX for the 

recognition of person’s names, places, organizations or name 

abbreviations; TIMEX for the definition of time related terms; and 

NUMEX to find numeric expressions such as monetary quantities. 

Many of these types of entities may be subdivided into more 

specific types, one case were this subdivision occurs is the type 

places that may be subdivided into street, city, country or 

continent [7][8]. The same idea may be applied to entities of the 

type person, this type may also be subdivided into different 

subcategories of lesser granularity, some examples may be found 

in the referenced worked [9] of 2002. The extraction of entities of 

the type person is quite common since it can reveal itself as quite 

useful when combined with other kinds of extraction [10]. Some 

tests include the combination of person’s names with the 

extraction of diseases names. Entities regarding time expressions 

have also be the center of some studies, in 2003 a community 
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called TIMEX2 was created with the purpose of proposing a norm 

for the annotation of this kind of entities [11]. 

When we talk about specific necessities the entities to be extracted 

may be from all different kinds: emails and phone numbers 

[12][13], investigation projects names [14], book titles [12][13], 

professions [14], brands [15]. 

Recently, we can notice the appearance of studies related to the 

extraction of entities related to bioinformatics, such as the 

recognition of proteins names [16][17][18]. The number of types 

of entities contemplated in named entities recognition has been 

rising considerably. In nowadays, we can find named entities 

recognition systems that extract two hundred different types of 

entities, one example is the system proposed by [19]. 

On the other hand, some works called Named Entity Recognition 

in the Open Domain (NERO), choose not to limit the types of 

entities that can be extracted [20]. 

 

2.2.1 Approaches 
The information extraction systems may be divided into two large 

groups regarding the followed approach: systems manually coded 

and systems based on learning. In the following subsections we 

will present some of the characteristics that distinguish them from 

each other. 

 

2.2.1.1 Hand Coded  
The systems hand coded require human specialists (Knowledge 

Engineers), this specialists must have specific knowledge of the 

domain being analyzed, programming skills and linguistic 

knowledge to define rules, regular expressions or parts of the 

program to perform a robust extraction. The system performance 

level, in this kind of approaches, depends greatly in the skills of 

the Knowledge Engineer. 

One of the first systems based on rules designed manually was 

FASTUS [23], a set of finite state automata in the cascade. The 

standards are applied to documents and the corresponding 

composite structures are built, serving as input for the next step. 

Later, other systems have followed this manual approach, such as 

PIE [24], or the GATE where the rules are implemented using the 

JAPE [25] and that later inspired the creation of several 

information extraction systems.  

These type of systems still remain to be investigated, such as the 

Avatar [21] released by IBM. For the Portuguese language, was 

developed a analyzer that allows the creation of rules manuals, 

PALAVRAS[26] which is based on the recognition system named 

entities PALAVRAS_NER, also created by Bick. This system 

also served as inspiration for Rembrandt, which, besides allowing 

the recognition of entities, also allows the detection of 

relationships between entities in text written in Portuguese [25]. 

 

2.2.1.2 Machine-Learning Based 
Systems based on learning require a set of data manually labeled, 

such as structured examples to train the learning machines. These 

training sets are usually built by humans with domain knowledge. 

One of the advantages of these methods is the capability that they 

offer of capturing complex patterns that are usually hard to 

express in manually defined rules. However, systems based on 

learning require large training sets, which sometimes may be hard 

to get. Beside this fact, small alterations of the specifications main 

require a new annotation of the training set. The nature of the task 

and the quantity of noise put into the data are two factors that 

should be taken into account when deciding which of the methods 

is better suited. 

 

2.3 Web Data Extraction 
In the beginning, the Web was built to assure that the content and 

information could be easily understood and read by human beings. 

However, the Web is not prepared for cases were data needs to be 

handled by other applications, this happens because the type of 

representation used is not the most appropriate for data extraction. 

Even more, does not always exist a need to handle all the data, 

many times it is only necessary to extract a specific portion. This 

assumption is the idea behind a web data extraction process. This 

process many times is called Web Scrapping, which the primary 

objective is to obtain specific information allowing the 

aggregation of large quantities of data that can be found on the 

Web and use them for specific purposes. 

Each page web page is constructed accordingly to some 

underlying logic enabling the description of an extraction process 

that permits information recovery. This extraction process of 

structured data from websites is not a trivial task given that the 

majority of the information being analyzed is HTML based, which 

is a language conceived for presentations purposes and not for 

automated data extraction. 

 

2.3.1 Approaches 
The Web data extraction can be performed using several 

approaches that described below. 

 

2.3.1.1 Manual Extraction 
Manual extraction is the most precise option to extract data as we 

directly choose the data fields of our interest. The necessity to 

treat elements in an individual way takes a lot of time when 

treating large amount of data and hence makes to rule out this 

option as it is not viable. 

2.3.1.2 Use a Built API 
API belongs to the owner of the Web page where we want to 

extract data. Normally, we can find APIs in few specific numbers 

of Web pages and its use and supply are limited by the 

specifications of the owner. 

2.3.1.3 Use a (semi)automatic wrapper  
A wrapper let the end-user use a set of methods without the 

necessity to have support of the owner of the Web page and with 

independence of the content. A wrapper for a Web source accept 

queries about information in the pages of that source, fetches 

relevant pages from the source and extracts the requested 

information and returns the result. 

The construction of a wrapper can be done:  

• Manually - The creator has to spend quite some time 

understanding the structure of the document and translating 

it into program code. 

• Semi-Automatic - A specific configuration of the wrapper 

should be done for each Web page source as the content 

structure varies from each other 
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• Automatic - This kind of wrapper uses machine-learning 

techniques and requires a minimum intervention of human 

experts. Systems which go through a training phase, where 

it is fed with training examples, and, in many cases, this 

learning has to be supervised. 

 

3. Overall Architecture 
Following the concepts and technologies presented in chapter two, 

we developed a solution for the extraction and manipulation of 

bibliographic elements. The solution proposed in this thesis uses 

some ideas from existing work, adding diversification in mining 

methods, as well as the possibility of integration with other 

possible approaches. BREx is a system that allows two modes of 

interaction. On the one hand, provides a friendly interface that 

enables interaction with a user, without requiring too much of this 

expertise, and secondly, provides an API that allows its 

interaction with other systems. In general, this system takes as 

input a text, with or without structure, on which you want to 

identify and classify references. This extraction process involves 

two fundamental steps. Initially services are queried to extract 

information and subsequently these results are enriched with a set 

of services Harvasting performing searches on the Web. The 

result is a structured set of references that can be manipulated in 

various ways. 

In the following subsections we describe the solution of an 

architectural point of view; giving particular importance to the 

major components that comprise it, the way they interact and the 

roles that each plays during the implementation of the solution. 

This section will describe the solution of an architectural point of 

view; giving particular attention to key components that comprise 

it, the way they interact and the roles that each plays during the 

implementation of the solution. 

Figure 1 shows a component diagram components of the solution 

described in this document.  

A major component of this system is where all information is 

stored, a relational database that stores all persistent data for the 

proper functioning of the system. The communication with the 

database is a responsibility of DBManager that provides an API to 

access and change data. Another main component of this solution 

is the Extractor that manages the entire process of bibliographic 

references extraction, functioning as an intermediary that invokes 

the external services specializing in Information Extraction and 

Web Data Extraction tasks. Moreover, the BREx offers an API 

that provides a range of services that allow interaction with the 

system. This API is used directly by a web application, which 

through dynamic web pages and Web services, users can enjoy 

the full power of this solution. 

4. External Services 
The extraction of information is an open research area, as such, is 

expected to continue to rise to new techniques and methodologies. 

To evaluate and compare these different approaches led us to 

create a system capable of applying new techniques to extract 

information easily. The solution has to create a middleware that 

relies on outside expertise in certain tasks. The responses of these 

services are received and combined by the middleware in order to 

obtain better results. To add new services to this solution is 

necessary that the results will follow the domain model 

established by BREx. The technology chosen to implement these 

services is Web services, since it brings modularity and 

interoperability in the use of software entities on the Internet. 

 

 

 

Figure 1 – BREx Component Diagram 
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5. Named Entity Recognition Services 
The Named Entity Recognition Services consist of components 

developed externally and perform the extraction of bibliographic 

references in the text, ie, aim to locate atomic elements in text and 

sorts them according to a predefined set of categories. The NER 

services operate on two levels of granularities. At the first level, 

with greater granularity category identified is the full reference. 

At a lower level of granularity, the categories recognized are the 

fields that are part of bibliographic references. 

For this solution we created two examples of NER Services: 

GATE Extractor and FreeCite Extractor, witch take different 

approaches in order to extract information and will be described 

below in more detail. 

 

5.1 GATE Extractor 
GATE1 (General Architecture For Text Engineering) is an open 

source platform for text analysis and language engineering. It was 

developed as an implementation of the software architecture for 

language engineering which offers a framework for developing IE 

and other more general text processing components. It provides 

the possibility to construct processing pipelines from components 

that perform specific tasks, e.g., linguistic, syntactic, and semantic 

analysis tasks. Besides allowing the creation of new components, 

GATE provides a set of modules that perform some of the main 

tasks of NLP. These can be used individually or together, forming 

a pipeline, as with Annie, a pipeline composed of several modules 

that together form a system of information extraction. This 

platform also allows the modules provided may be changed in 

order to meet desired needs. GATE can handle input in various 

formats, such as TXT, HTML, XML, Doc, PDF documents, and 

Java Serial, PostgreSQL, Lucene, Oracle Databases with help of 

RDBMS storage over JDBC. 

This set of tools and services that facilitate the process of 

developing robust information extraction systems, eliminating 

some additional concerns that these tasks entail. As such, we 

chose to use this tool to build a NER system for bibliographic 

references. 

GATE is implemented in Java. The distribution includes a 

collection of standard IE components, including the ones we have 

used in GATE Extractor: 

• Document reset component, which ensures the document 

is reset to its original state with any annotations removed; 

• English tokeniser, which splits text into tokens, such as 

strings or punctuation;   

• Sentence splitter which divides text into sentences;  

• Gazetteers, which will produce a few annotations in 

accordance with some pre-defined categories, such as 

names of cities, organizations, day of week, etc. This 

feature produces annotations based on a set of lists of 

predefined Named Entities which are organized by 

categories. 

Finally, we used a Semantic Tagger which was developed using 

pattern matching language, JAPE that produces annotations for 

the other categories. 

This component is a grammar consists of a set of stages; each 

stage consists of a set of standard rules and measures. The 

                                                                 

1 http://gate.ac.uk 

annotations generated a phase would serve as input to subsequent 

phases. In the end this application GATE returns an internal 

representation of the document, with appropriate annotations. 

 In the end this application GATE returns an internal 

representation of the document, with appropriate annotations. 

The grammar created for this system can be divided into three sets 

of phases. A first set of rules with high certainty, a second where 

the rules are more ambiguous and finally, a set of stages where the 

rules evaluate sequences of notes taken earlier. Thus, in the early 

stages are generated annotations to categories such as: url, date, 

volume, number, etc. In the second step, the rules produce new 

annotations based on previous annotations and new regular 

expressions. 

The idea behind this approach is to decompose the problem into 

smaller problems (bibliographic entities) to reach the whole (full 

reference). 

During the development of this system, some problems were 

encountered.  Initially, the main difficulty was ensuring a high 

coverage of the system. Since the approach was based on rules 

created manually, make sure the system was able to handle a wide 

variety of references has not proved a simple task. One cause is 

that many institutions prefer to define their own styles, rather than 

following some standards, which increase considerably the 

number of bibliographic styles available.  Another cause for this 

problem was the lack of rigor in how the references are made, not 

following the guidelines set by the style used. In other cases, the 

citations do not follow any particular style, which caused us big 

problems. 

In order to solve these problems, we increase the number of rules 

that ensured greater coverage. However, the number of conflicts 

between the rules also increased, making it necessary to invest 

considerable time in attempting to reduce them. 

 

5.2 FreeCite Extractor 
Based on the survey of the state of the art, we decided to use the 

FreeCite, an open source application implemented in Ruby on 

Rails, with the same purpose as the GATE Extractor. This 

application is based on machine-learning, such as ParsCit [1] that 

was the inspiration for it. 

The extraction process begins with the partition of the string into 

words (tokens). In order to determine the characteristics of the 

tokens identified, we calculate the conditional probability. 

The next process involves labeling of words sequence, using a 

CRF model trained on the CORA dataset with lexical 

augmentation from the Directory of Research and Researchers at 

Brown (DRR-B). 

FreeCite uses the CRF++ library implementation of conditional 

random fields that provides a framework for building probabilistic 

models for labeling and segmenting sequence data. In the end, the 

fields are classified structured generating the desired output. 

In the end, to integrate the FreeCite in BREx, we developed a new 

Web service in Java, which invokes the web service that provides 

FreeCite then is made to parse the received XML to create a list of 

references. 

The state of the art survey conducted shows that many approaches 

have been used in information extraction and leads to the 

conclusion that there is no universal method 100% effective. As 

such, BREx enables the integration of futures information 

extraction services, working jointly with the GATE Extractor and 

http://gate.ac.uk/
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FreeCite Extractor. Allowing you to test and evaluate the best 

combination of services to be used. 

   

6. Harvesting Services 
A situation which occurs often relates to the fact that the 

references appear incomplete, ie some fields with important 

information is omitted. Thus, when we apply techniques of 

information extraction will be limited only to information that is 

present in the text provided. References can be identified, 

however the lack of information continues.  

To resolve this issue we decided to create a set of external 

services (Harvesting Services) with responsibility to enrich the 

information of the references found. These services perform Web 

data extraction, using the tools of research on academic work, 

school literature, newspapers, universities, and miscellaneous 

items. This search process on web sources for references you want 

to collect new information on the references found. After 

reviewing some tools for Web Data Extraction, we chose to use 

the Web Harvesting. 

The reasons supporting this decision are by being an open-source 

tool developed in Java and that offer a set of desirable features, 

enabling the integration of the same systems of greater 

complexity. In the tool Web-Harvest, each extraction process is 

defined by an XML configuration file that describes a sequence of 

extraction processes. The harvesting services for this solution 

implemented using a similar setup. The configuration file starts a 

process where, through a URL, returns the corresponding web 

page with a list of references. The next process is responsible for 

extracting bibliographic entities through XQuery, a functional 

language designed to query and extract data from structured 

documents, typically XML. The XQuery allows you to access 

data in XML collections, similar to how SQL allows you to query 

the database. 

The solution presented here consists of three Harvesting Services, 

each using a different data source web: 

• Harvest DBLP - a computer science bibliography 

website2 hosted at Universität Trier, in Germany. It was 

originally a database and logic programming 

bibliography site, and has existed at least since the 

1980s. DBLP listed more than 1.3 million articles on 

computer science in January 2010. Journals tracked on 

this site include .VLDB, a journal for very large 

databases, the IEEE Transactions and the ACM 

Transactions. Conference proceedings papers are also 

tracked. It is mirrored at five sites across the Internet. 

One of the main advantages of using this information 

source is due to a very structured way the results of 

research are presented, providing further Bibtext url's 

for the references in question. This greatly facilitates the 

process of Web Data Extraction. 

 

• Harvest MS Academic - uses as a source of 

information Microsoft Academic Search3. A search 

engine, developed by Microsoft Research Asia, for 

academic work. This engine works on a book that 

                                                                 

2 http://dblp.uni-trier.de/ 

3 http://academic.research.microsoft.com/ 

contains several types of publications, with over 4 

million entries. A number that is growing every week 

due to constant updates. The main drawback of this 

search engine is that it does not provide BibTex 

references found. Introducing just a few bibliographic 

elements, which limits the ability of this service add 

new information about the references.  

• Harvest Google Scholar - uses as a source of 

information Google Scholar4. This search engine 

launched by Google in 2004 lets you search academic 

papers, school literature, newspapers, universities, and 

miscellaneous items. Upon receiving an inquiry, this 

engine returns a result set with a fixed structure and well 

defined. Each result is composed of a set of information, 

such as the title of the work with link to the abstract or 

the full text (where available online): articles 

mentioning and that are related to the work cause and 

which versions of the same. Google Scholar allows the 

user to define a set of preferences for research, among 

them the possibility to show the links to the format 

BibTex results. 

The responses of these services are similar to the responses of 

NER Services, since they use the same data model and in future 

new services can be added similarly to what happens with the 

services NER. 

The central component of the architecture presented here is the 

BREx. This is responsible for controlling the flow of information 

throughout the solution. This module has all the business logic 

that supports the tasks of this system and can be divided into 

several subcomponents: 

• DB Manager - component to encapsulate the database, 

managing access and allowing both the Extractor as BREx 

API to communicate with the data layer. 

• Extractor - Entity responsible for orchestrating all 

external services, defining the sequence and conditions 

under which the invocations occur. This component is 

responsible for conducting the primary business process of 

this work, bibliographic references extraction. 

• BREx API - component whose main objective is to 

abstract the complexity involved in extracting information 

from this solution performed by encapsulating all business 

logic into services that can be invoked by external entities. 

 

7. Experimental Evaluation 
When building a technology comes the need to be evaluated it in 

order to understand how it behaves in relation to what was 

expected or to compare with other equivalent technologies. 

The bibliographic references used to construct the test texts were 

collected from various sources, following different styles to cover 

the greatest number of possible cases. In total we collected about 

500 references. Below are described the main evaluation metrics 

used in this paper and then present the results themselves, 

beginning with an assessment of individual services involved, and 

after a comprehensive evaluation system BREX. 

Based on the survey of the state of the art, we chose to use the key 

benchmark metrics for evaluating information extraction systems: 

                                                                 

4 http://scholar.google.com  

http://dblp.uni-trier.de/
http://academic.research.microsoft.com/
http://scholar.google.com/
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precision and recall. Precision is the number of answers the 

system got right divided by the number of answers the system 

gave. It measures the system's accuracy. Recall is the number of 

answers the system got right divided by the number of possible 

right answers. It measures how comprehensive the system is in its 

extraction of relevant information. In order to get a better 

assessment considering both the recall and the precision, we also 

use the metric F-measure, a harmonic measure of recall and 

precision. 

           
                   

                
 

 

To evaluate the Harvesting services had to be made some 

corrections to the metric previously announced. This is because 

havesting Services are invoked only when the NER services 

identify references by creating a dependency between the two 

types of services. 

Thus, in order to carry out an independent assessment to more 

precision when applied to the Harvesting Services results from the 

quotient between the number of times the service responded with 

harvesting data on the reference and the desired number of times 

that the service responded to a given query. Moreover, the recall 

results from the quotient between the number of times the service 

responded with harvesting data on the reference you want and the 

total number of times the service was consulted. 

As said, the proposed solution uses several external specialize 

services in some tasks. One of the advantages in this type of 

architecture is the ease in evaluate those services individually. 

This approach allows a better perception of the individual results, 

and an easy comparison between them. To validate the NER, it 

was used 300 references. It began by evaluating the Gate 

Extractor, which identified 287 references, of which only 202 

were correct, moreover, the FreeCite Extractor identified 279, of 

which only 221 were correct. These values allowed calculating the 

metrics: precision, recall and f-measured, as shown in Table 1. 

 

 Precision Recall F-measure 

Gate Extractor 0,703 0,673 0,68 

FreeCite Extractor 0,792 0,736 0,763 

Table 1 

Beeing the maximum possible value for the metric precision, it’s 

possible to say that the obtained results for this service are 

positive, presenting a good relation between the number of 

correctly recognized references and the total number of 

recognized references. The recall value is lower due to the less 

system coverage, once that in 300 references only 202 were 

identified. This value is due to the fact that the rules present some 

dependence on the domain, since they were constructing using 

some references styles. When these styles aren’t completed, the 

GATE extractor ends up losing coverage. This affects the f-

measure value, which was 0.68. Still, when the system is able to 

identify the references, the results are very satisfactory, since most 

of the times it recognizes almost every bibliographic entities.  

The results obtained with the FreeCite show the maturity of the 

system. Both the precision as the recall value are very positive. 

The combination of these two metrics results in a f-measure of 

0.76 that shows a significant increase when compare to the Gate 

Extractor results. One of the possible reasons for this relates to the 

followed approach in the FreeCite development, machine 

learning, and using CRF models correctly used with large data 

sets. However, the FreeCite has worse results than the Gate 

Extractor when dealing with documents where the references are 

scattered throughout the text at random.  

To validate the Harvesting Services, it was used a set of 100 

references, the results of these tests are presented in Table 2. 

 

 Precision Recall F-measure 

Harvest MS Academic 0,518 0,41 0,458 

Harvest Google Scholar 0,712 0,62 0,663 

Harvest DBLP 0,31 0,756 0,439 

Table 2 

The service based in the Microsoft Academic Search search 

engine presents relatively low values for the precision and recall 

metrics, especially when compared to the NER services results. 

However, the comparison can’t be made since this evaluation 

focuses on different aspects. Still, a possible justification for these 

values maybe related to the way that the automatic construction of 

queries to the service is made. Unlike the previous service, the 

Harvest GoogleScholar presents precision and recall values very 

positive. While the service based on the Google search engine in 

78 ordes, it was able to answer, presented 62 correct answers, the 

Harvest DBLP only answered 42 applications with 31 right 

answers. These results don’t show this service potential, because 

the DBLP data source only contains records to the references in 

the IT area, and the 100 references used in the validation coverage 

several areas, it’s expected that this service is only able to respond 

to a small set. This justifies the precision low value.  

Global Results 

In the previous section was presented an individual validation for 

each external service used in this work. In this section the aim was 

to evaluate the global system, to see if the combination of the 

services described before present better results that in an 

individual level. For that there were performed tests with a 

collection of 300 references. The proposed solution in this study 

identified 292 references of which 234 were correct. Through 

these values the following metrics were calculated: 

 

           
  

  
   

    

   
        

        
  

  
   

    

   
       

            
                   

                
        

The precision metric to have a value above 0.8 indicates that the 

amount of references correctly recognized compared to the 

amount of references incorrectly recognized is very high. This 

value also shows that the BREx system presents a lower number 

of “false positives”, ie, items incorrectly classified as references. 

The value of the recall metric also proved to be very positive, 

showing that the BREx presents a better coverage than any of the 
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services individually used. This greatly reduces the number of 

“false negatives”, ie, items that are not classified as references 

when they should be. These two values imply that the f-measure 

present a value around 0.8 which is quite acceptable given the 

context of the problem that this work was intended to solve. 

 
Absolut 

Value 

Relative 

Value (%) 

0 – Totally Wrong 66 22 

1 – 25 % Correct 15 5 

2 – 50 % Correct 37 12,33 

3 – 75 % Correct  62 20,66 

4 – Totally Correct  81 27 

5 – Correct with new 

Information 
39 13 

Table 3 

Table 3 presents the satisfaction degree of the BREX system, 

where the values between 0 and 4, relate to the quality of 

information extraction. Through them is visible that in only 5% of 

cases, there are identified less than 25% of the bibliographic 

elements when compared to the bibliographic references. Another 

aspect to highlight is the fact that in 13% of the cases, there were 

added new bibliographic entities to the existing in the identified 

references. The appendix A presents two examples of the 

extraction process, getting different results. In Appendix A1 are 

only used two NER Services for extracting bibliographic 

references. In other way, the Appendix A2 illustrate an example 

where a Harvesting Service is used in addition to increasing the 

number of metadata.   

8. Conclusions and Future Work 
This chapter is a summary of the work developed in this 

dissertation, there will be listed the main conclusions obtained in 

this work as well as some aspects that could be improved or added 

to the developed solution. 

8.1 Conclusions  
Within this dissertation, it was specified a solution to the 

challenge of extracting references and the corresponding entities. 

Initially it was defined as a starting point the exploration of some 

of the existing platforms in order to help to solve the problem 

mentioned before. The initial motivation was to use the GATE 

platform. This was analyzed in order to see what were its 

capabilities and limitations in the works scope. To achieve these 

objectives, a solution was then developed using this platform. The 

result was a system for extracting information directed to the 

recognition of bibliographic entities. However, this system 

presented some dependency, because if a particular bibliographic 

style wasn’t foreseen by the rules, or if the references appeared 

without following a certain style, this system had some difficulties 

in the references recognition.  

In order to increase the recall of the solution to a largest number 

of different bibliographic references we invested some time in the 

analysis of the systems of information extraction that follow 

different approaches. Since FreeCite had good indicators for the 

bibliographic entities resolution, so it would be interesting to 

create a hybrid system that used on one hand a manual approach 

and, on the other a machine-learning approach.  

There are many ways to make the bibliographic references due to 

the large number of styles and the poor discipline in the way that 

the citations are made. This limits the rule based systems, as they 

have a high dependency area. In contrast, the machine-learning 

based systems do not have this problem, if properly trained, as 

FreeCite. However this system also presents some limitations 

when confronted with references scattered throughout the text. 

Since the developed solution allowed a high degree of modularity, 

allowing an easy integration of new services, we tried to add value 

by using data mining tasks on the Web. This idea came to remedy 

the incomplete references problem, seeking to enrich the 

identified bibliographic references. In this sense, there were 

developed three separate services, each one based on its Web data 

source. Of these three services, the one that presented the best 

result was the Harvest GoogleScholar, achieving the objectives 

that led to this type of service.  

This study sought to resolve the problem using not only the 

Information Extraction techniques, as well as Web Data 

Extraction techniques, looking to find a viable solution that would 

serve the imposed needs, and that implement this solution in view 

of a future reuse, so that this research process can be continued. 

8.2 Future Work 
Despite of the developed work has reached the objectives, it’s 

important to realize what can be done to continue it. In the future, 

believing that are two paths to follow, on one hand investing the 

solution here presented in order to give better results. Within this 

path there are two points that in the future can be improved. One 

of them goes through the improvement of services of references 

extraction, where it would be interesting to develop a named 

entity recognition service, based on CRF models. Initially this 

system should be trained with a large set of data trying to cover 

the maximum possible types of references. Later it should have 

made and validated extractions, by users, in order to continue the 

training process. The second aspect that can be improved, is 

replacing the Harvest service, which has as its data source the 

Microsoft Academic Search, to a service which data source acts in 

a very large area and has a wide range of information for each 

reference, as with Google Scholar. 

Moreover, it would be interesting to take advantage of this 

solution to embrace new challenges and new themes. It would 

thus be interesting to develop a system that used the information 

in the knowledge base of the BREX system, to discover 

knowledge associated to the bibliographic references. 

The BREx only gave it first’s steps as a tool to enrich descriptive 

documents content. However, it is expected that this contribution 

can serve to the next steps of development. 
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